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Abstract
We argue that utility functions are very natural tools
forformulating optimization problems in cognitive wireless
networks. However, their use mandates that the platform
used supports well-defined APIs and abstractions for retrieving information necessary to calculate the application
utilities. We present the design of a Unified Link-Layer API
that offers precisely this functionality in the context of linklayer information. The API developed offerspowerful query
and notification mechanisms, which considerably simplify
the implementation of technology-independent reasoning
engines for cognitive networks. Prototype implementations
of the API show that despite the rich functionality offered,
the implementation can be made very lightweight andfast,
enatbling optimizaltion decisions even on per:fr.rame basis
with standard user terminals.
1

Introduct'ion

Software defined radio (SDR) and more recently cognitive radio (CR) paradigms have become important trends in
wireless communication. First SDR-systems have been deployed and CR is one of the most rapidly growing research
domains. Although numerous researchers see spectrumagility as one of the main features of CRs we would like
to underline the cognitive aspect bringing machine learning and multi-dimensional optimization techniques to the
wireless world. This approach, initially proposed by Mitola [10], will enable mobile devices to take advantage of
the new freedom offered by software defined and spectrumagile radios through context-sensitive adaptation.
Additionally, new and reconfigurable protocol stacks [7]
are u.nd.er deve:lopmenat fleading to additiolnal filexi'bilit iln
the overall system. Although several powerfu.l optimization
techniques are available that can cope with large parameter
spaces and complex interrelLations, also those methods lre-

quire clear goals, which, in the best case, should be unambiguously measurable. In this paper we follow the proposal
by Shenker [13] to use application layer utility as performance metric and optimization goal, which will use several
other attributes such as throughput or latency depending on

specific application requirements.
The major advantages of this approach are a well defined value that can be used to compare network configu-

rations and the ability to represent differences between applications. The requirements of, e.g., file-download applications compared to a VoIP-call vary a lot and different input metrics should therefore be weighted differently. The
first take might be limited to a small number of input varnables but the approach itself is easily extensible to cope with
complex environments as present in cognitive wireless networks (CWNs). Additionally, multimedia applications will
use more complex utility-functions as, for example, today's
video encoders are often not able to adapt to arbitrary bitrates but do only support a fixed subset of rates. The utility
of a connection will increase only if the bandwidth available
for the video conferencing application will increase enough
to safely upgrade to a higher encoding quality. Additionally,
the use of utility makes the whole approach easier to extend,
because future applications can specify their utility-function
using the same general grammar enabling other entities to
understand those requirements.
Present networking research often deals with quality of
service (QoS) aspects and issues of QoS-agreements between networks such as Service Level Agreements (SLAs).
Though this work is related to the proposal of utility-based,
optimization we do not consider QoS here. The use of utility as an abstract metric can also be applied in the simple
best effort case that leaves enough room for optimizations
without giving any guarantees or requiring signalling between network entities.
An optimizatioln a:lgorithm for a CWN s:hou:lLd. adapt settinlgs ofthe spectrum-agile radio and.the reconfigurable protocol stack in order to improve the application-layer utility. As the input parameter space is definitelLy too lLarge
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to be tested completely, powerful optimization techniques
probably combined with machine learning approaches are
promising candidates. However, one important prerequisite before the actual optimization can start is a system that
offers flexible and technology-independent interfaces to retrieve measurement results. On the way towards completely
reconfigurable devices intermediate designs will support a
fixed subset of technologies as done by some oftoday's mobile ternminals. Those rather static systems also use static
and often technology-dependent interfaces. The optimization engine has to then support all those proprietary interfaces in order to gather all information needed to star the
actual optimization.
In contrast we present the Unified Link-Layer API
(ULLA) as an important enabler for CWNs which introduces link-layer abstractions and combines access to different link-layer technologies in one API. ULLA offers one
common interface to gather abstract metrics such as bitrate or latency not preventing access to technology-specific
details such as the RTS-threshold in IEEE 802.1L1-based
WLANs. In addition to the architecture of the ULLA framework and its implementation design we will explain, taking for simplicity the example of WLANs, how abstracted
link-layer metrics can be realised considering technology-

specific aspects.

We continue the paper in section 2 with a detailed explanation of the utility as a common performance metric. In
section 3 we point out key requirements for our approach
and optimization of CWNs in general. Afterwards, we
present ULLA in section 4 and give insights to a case study
based. on WLANs in section 5. We conclude the paper in
section 6.

2

Utilit-based optimization

As stated in the introduction, utility is a quantitative, numerical expression of the quality of a connection measured
at application layer. More formally, we can define utility
as a function U(a,,... a,,) of the various measurable attributes {cai } ofthe connection. Common examples of these
attributes would be maximum achievable bitrate, latency,
jitter, frame error rate, and so on. Each of these attributes
is itself a function ai = a.i(p1 .. .pp2; s . . ., sm) of the
parameters pi that can be configured in the (local) network
stack, and some stochastic variables f{ } used to model the
end-to-end connection. This formulation allows for numerous optimization problems to be formulated, as we shall see
in the following. In cognitive wireless networks these optimization pro'blems can iln whole, or in part,be solved 'by

application of machie learnig technques. Neve heleess,
distribDuted algorit -ls approach

in simpler cases classical
could lbe usalble as w ell.
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Figure 1. Examples of bitrate utilities for file
download and multimedia conferencing applications.
2.1

Examples of utility functions

In classical capaci optimization approaches the quanti to be maximized for each connection has traditionally
been the obtained bitrate. However, only specific, "download" types of applications (such as FTP, or nowadays peerto-peer filesharing applications) obtain strictly increasing
utilities as the bitrate is increased. For streamed multimedia content and for interactive sessions the situation is more
complicated. First of all, the connection has to support some
minimal bitrate and (in the interactive case) latency for it to
be usable for the application at all. After these initial conditions are satisfied, the improvement of application-layer
utili
pically takes place in discrete steps, for example in
the case of codec change or reconfiguration becoming possible.
The "traditional" utility functions (see, for example,
[4, 5, 13]) corresponding to these two cases are of the
generic form given in Fig. 1. Taking into account the detrimental effects of increased latency into the perceived utility,
we arrive at the generic form for the two-parameter utility
depicted in Fig. 2.

2.2

Utillity-based opt'imlzat'lon
tive networks and radlios

in cogni-

We shall now come to the fundamental applications of
utility functions in the CWN context. The objective of the
4'cognitive" software agents in the terminal (and possibly in
the network) is to optimize the qualit of the connections as

perceived byapplications. Iterms of te specifed utiites
Ui for different applications i, the corresponding optilmization prolblelm lbecomLes finding the collection of parameter
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assumption greatly simplifies the problem, as terminals can
make optimization decisions based on local information (or

information gathered only from one hop away). While certainly not applicable in all cases this approximation should

also hold, significant amount of time. Fixed access and, core
networks tend to be lightly utilized (with the exception of
some brief congestion periods), and there are no indications
that this would. change in the near future [12].
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settings pi = vi such that the overall utility is maximized.
More formally, the optimization problem to be solved is

{vi}

arg maxZ

Ui (ak(pl))

(1)
?,

Usually, in addition to (1) some constraints have to be
introduced. Most commonly given examples would be different fairness criteria, to prevent "starving" of some applications to satisfy the needs of very resource-hungry ones.
The concept of utility fairness first applied in utility-aware
congestion control [8] is very relevant here.
Of course, how this prescription translates to concrete
configuration changes depends on the capabilities of the
terminal. In the full software radio case the problem becomes extremely complicated to solve, as the configuration
space of the terminal is very large (essentially the cartesian
product over the space of all physically distinct waveforms
and, scheduling strategies). Simplifying heuristics would
clearly be necessary to deal with such problems. In case
of less futuristic radios, much simpler approaches are possible. The simplest extreme case would be that of access
selection without reconfiguration, that is, simply choosing
which of the wireless interfaces available on the terminal to
use.

2.3

Role of the first wi1reless hop

The discussion in the previous section was still rather
generic, and, applies as well to network-wide optimization,
as for the tpical single wireless hop case. We shall focus
on the latter, assuming that the changes inl the condi;tions
of this first-hop link dominate the changes in utility compared to the events taking plLace in the fixed network. This

After presenting the utility as application layer metric
and, its usage for network optimization we continue with describing fundamental technologies that are required on the
way towards a real implementation of utility-based network
optimization.
The utility should be calculated based on detailed and
up-to-date measurement results. In today's systems the bottleneck usually is the first wireless hop, which concentrates
the collection of such measurements on the end user device
and the respective base station or access point. However,
retrieving measurement results is not an easy task. The initerfaces vary between communication technologies, such as
Bluetooth, WLANs, or cellular systems. In the case of upcoming cognitive radios cross-layer information exchange
is clearly required and the present approach of retrieving
link-layer information in technology-specific way will not
scale due to the increased complexity. Common interfaces,
such as the proposed Unified, Link-Layer API (ULLA), allow the calculation of the utility independently of which
wireless interface is actually used.
Generalized metrics made available through universal interfaces will have to be carefully calculated, e.g., throughput cannot be instantaneously determined. Instead, the
amount of successfully transmitted data is divided by the
monitored time period. Therefore, the chosen amount of
time will change the reported value and longer times leading to more smoothed values will delay possible reactions
on changes in the throughput. On the other hand, small
spikes should not trigger any action so that smoothing out
those is useful. Hence, the optimal way of smoothing depends on the application requirements.
Portability is another closely related aspect because more
complex optimization tools should be reusable on other devices using different hardware or running different operating systems. Again, present interfaces of embedded platforms or real computers look different and especially lower
layer networking interfaces vary between operating systems. A solutioln to this problem iS an addi.tional requirement to enable CWNs.
The description of the utility function should be handled in an abstract and platform-independent way. A uni-
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together with their latencies matching the query. This list of
attribute/value tuples can then easily be parsed using simple
accessor functions.
Using commands is likewise simple. The relevant API
call (doCmd () ) takes as an argument a command descriptor, containing the identifier of the link the command is to
be issued on, and the command name together with an argument string. Most commands do not require any arguments
at all, as most of the necessa ones are already implicitly
present in the data structure for the particular link.
In our point of view the notification support is the most
novel part of ULLA. The relevant API call is of the form
requestNotification(&notId, query_string, &notDesc);

The first argument is used to return the unique identifier of
this notification request for cancelling or modification purposes. The second argument is again a UQL-string similar
to the simple query example, but this time the WHEREclause is used as a criterion for triggering the notification.
Final argument is a notification descriptor, detailing, for example, how many times the notification is allowed to be
fired.
The notification mechanism has obvious application in
the utility-based optimization. As the application or any
"cognitive" software agent performing the optimization
functions knows the expression for the application utilities, it can always convert threshold values expressed in
terms of utility into conditions on attributes that then can
be used as conditions in the corresponding UQL statement.
Furthermore, connection manager like applications can use
ULLA to monitor link and spectrum usage. Thus, ULLA
makes it easy to implement cognitive radios that optimize
the spectrum usage in conjunction with the application utility. For example, the notification mechanism can be configured based on current policies to alert the reasoning engine
on significant changes in spectrum usage such as appearance of the primary licensee.
The parts of ULLA architecture residing below the link
user interface are, of course, completely hidden from the
link users. They consist of the ULLA core functionalities,
offering the said database abstractions and processing necessary for commands, queries and notifications, and of link
providers (LPs), which can be thought of as ULLA-enabled
device drivers. Legacy drivers can be used as LPs by the
means of a link-layer adapter (LLA). A well-defined link
provider interface is given to maintain interoperability and
compatibility between link provider and core implementations coming from different vendors or programmers.
Despite the rich feature set offered by ULLA, our protoypilng activities have shown that it can be implemelnted
in a yer compact space, anld that excellent performance
in terms of overhead and query and notification latencies
can bJe achi1eved, For example, thle memory footprint of our

Linux prototype implementation is on the order of 185 kB
and typical query durations are in the range of 25-50 microseconds. Also the additional processing delay introduced by the notification mechanism is normally well under
half a millisecond, showing that ULLA can be used for very
time-critical adaptations as well. Using a real-time computing platform would naturally improve these results still.

5

Case study in IEEE 802.11 technologies
ULLA is a powerful tool that allows applications to

easily

access link-layer information. However, the major part of the link-layer abstraction has to be done in the

LP, which has to map the technology-independent performance metrics, for example attributes in the ullaLinlk-class,
to a technology-dependent implementation. In the following we describe parts of this process by using the example
of IEEE 802.1 1-based WLANs.
The maximum achievable throughput is one of the most
important performance metrics for applications. In the case
of WLANs only the actually used throughput is practically
measurable in an easy way simply by aggregating the successfully acknowledged amount of data over time using
standard sliding window techniques.
One possible approach is to assume a perfect channel
and derive from theoretical overhead-calculations and the
used PHIY-rate the available capacity [6]. The proposal is
practically feasible but neglects important effects because
it assumes a perfect channel and only indirectly considers
transmission failures because the used PHY-rate will decrease. More accurate results also considering effects of
hidden nodes can be achieved by using active probing [11].
However, the measurement requires about 30-40°/o of the
channel capacity and relies on support on both peers making it inappropriate for general usage.
More promising is the algorithm suggested in [9] which
monitors the channel usage and filters out transmissions of
other links. Estimating the capacity used by other nodes
leads to the fraction which is left for the measuring node
itself. Simulations proved the feasibility but practical implementations face further challenges. The node has only
a local view of the network and hidden nodes might seriously degrade the performance. Additionally, reporting
traffic addressed to other nodes to the device driver requires
the WLAN interface to be set to promiscuous mode which
prevents it from transmitting data frames. Therefore, a possible demonstration requires a second interface used purely
for monitoring purposes.
A final implementation will also combine other metrics
specificallLy choseln for the WLAN-case in order to estimate the maximum achievable throughput. Important candidates are the ratio of frames received with the retrausmission bit set and thle average numb,er of tries need,ed tO suc-
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cessfully send a frame in the other direction. Both metrics
will increase with worse SNR-values as well as higher contention and thus more collisions on the channel. The latter one can also be measured following the details of the
IEEE 802.11 MAC-algorithm. A node will defer its transmission when
when it
it senses the
channel busy
and present device
mission
the chan:nel
busyadpeetdvcynnlna
drivers, e.g. [3], offer a counter tracking the number of such
defrra
Crefl caflibrationperevntspertrasmtte,
frames. Careful
d.eferrafl events
transmitted. fame.
measurements will allow to retrieve direct relationships between these measurable metrics and, the unused capacity.
Hence, the LP should combine in a first step directly
accessible metrics to abstract technology-independent attributes which later oln can be used to determine the application utili and to choose and optimize the whole
net- utiy
plication
work stack configuration. Machine learning capabilities in
future cognitive systems could also be used to adapt such
abstractions based on specific conditions in the surroundings. Part of our future work is the detailed analysis of these
approaches.
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6

Conclusions

In this paper we elaborated on the use of utility-based optimization for cognitive wireless networks. Utility functions
offer a clean way to formalize application requirements and
how well they are fulfilled, by a given connection. However, to enable the use of utility in this manner requires that
relevant network* performance measurements are available
pendent
t:hrough sufficiently albstracted and teehnology-indepelnLdent
interfaces. We presented, such a solution for accessing linklayer information that also allows to change and, configure
PHY- and MAC-layer settings in technology-independent
manner. Complete reference implementation of this Unified Link-Layer API (ULLA) has been developed. Performance tests have shown that efficient cross-layer optimization using ULLA is very feasible even without resorting to
technology-specific low-level programming. The public release of the ULLA Linux implementation presented here is
available from the sourceforge project page [2].
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